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Chapter 3

Planning the Physical Structure for a Branch Office Deployment

Most of the special requirements for deploying Active Directory in a branch office environment are based on controlling network traffic through the WAN links used to connect the branch offices to the data center. In a branch office environment, you must consider how the placement of domain controllers, including global catalog servers and operations masters, affect this traffic. Then, by customizing the replication topology, you can optimize the way that WAN links are used in the branch offices.
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Overview of Physical Structure Planning

The physical planning process for an Active Directory deployment is “location-based.” In this context, a location is an area, such as the organization’s data center, a branch office, or a staging environment. Each of these locations uses at least one physical subnet. To create your physical plan, you first determine how many sites you need to create to manage replication traffic throughout the various subnets used by the directory infrastructure. After you have identified the number of sites, you determine how many domain controllers you need to accommodate replication traffic. By customizing the replication topology, you ensure that branch offices do not interfere with one another and inadvertently overload WAN link connections to the data center. You accomplish this by controlling replication schedules and distributing the load as evenly as possible among the bridgehead servers (domain controllers in each site). Your plan is complete when you provide servers that can perform the important function of monitoring replication activity in all sites. Figure 3.1 shows the process for planning the physical structure of your deployment.

Figure 3.1   Physical Planning Process for a Branch Office Environment
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Determining the Number of Sites Required

In terms of an Active Directory deployment, a site is a physical area, or collection of subnets, of the TCP/IP network. A site might represent a group of offices, buildings, or subsidiaries, or a specific location, such as a testing lab or a staging area. Active Directory uses information about the relationship between sites to generate a replication topology, which is a set of physical connections that domain controllers use to replicate directory updates among domain controllers within sites and between sites.

A good site plan allows you to control replication across your network to optimize the use of various links and to prevent directory replication traffic from interfering with normal daily network operations. Determining the number of sites required is the first step in the physical planning process, as shown in Figure 3.2.
Figure 3.2   Determining the Number of Sites Required
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In a branch office environment, you typically create sites for to fulfill three functions:

· A site that includes the data center. This site is often referred to as the hub. 

· Sites for the branches. Typically a separate site will be used to represent each branch office.

· A site that you use as the staging area to prepare servers for deployment to branch offices. 

It is recommended that you create sites corresponding to these functions for your deployment. Figure 3.3 shows the physical site structure for the sample deployment used in this guide.

[image: image3.wmf]
Note

Although this figure displays the hub above the branch sites and the staging site, this is not a hierarchy. The branches could have been displayed surrounding the hub, but for the purposes of this guide, they are displayed below it.

Figure 3.3   Site Structure for a Branch Office Scenario
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In this physical plan, all essential services for the forest run in the hub site. This site contains the domain controllers for the forest root domain and the headquarters domain. These domain controllers also host the operations master roles and DNS, and some of them act as global catalog servers. Services used for staging will only be deployed in the staging site.

The branch office sites allow you to control replication between the branch offices and the hub site. In most branch office environments, each branch office requires a domain controller to provide authentication services and to guarantee that daily work can continue if the connection to the data center fails. If a branch office has a domain controller, replication must occur between the hub site and that branch site. To enable replication, you must configure a site link. Depending on the number of branch sites that your organization has, you might need to place multiple bridgehead servers in the hub site to accommodate replication. 

The staging site is an isolated area of the network that you use to build domain controllers and to prepare them for shipment to their branch office locations. By using a staging site, you can contain the replication traffic generated when you configure a new domain controller and prevent that traffic from affecting other parts of the network. 

Planning Domain Controller Placement

All domain controllers replicate information back and forth with other domain controllers. Because managing replication traffic is essential in a branch office deployment, domain controller placement is a critical part of the planning process. When a domain controller is also configured to host other services, such as being configured as a global catalog server, this has the potential to increase the amount of replication traffic to and from that domain controller. Consequently, domain controller placement becomes even more important. Your physical structure plan should note how many domain controllers you need in both the hub site and branch sites. To determine these numbers, you must assess replication traffic and determine how you can best manage that traffic while still meeting the needs of your organization. Figure 3.4 shows the process for planning domain controller placement.
Figure 3.4   Planning Domain Controller Placement
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Determining the Number of Domain Controllers Required in the Hub Site

For each domain in the forest you must have at least two domain controllers that can be located in any of the data centers. The example used in this guide has three domains: Corp.contoso.com is the forest root; Hq.corp.contoso.com is the hub; and Branches.corp.contoso.com is the domain that represents the branch offices. All of these domains are hosted in the hub site and each has at least two domain controllers in that site. If your branch office environment requires additional domains, plan to include domain controllers for those domains in the hub site. 

You might place additional domain controllers in the hub site for the following reasons:

· To provide a failover mechanism

· To distribute specialized roles (operations master, global catalog, DNS). (For more information about operations masters, global catalog, and DNS server planning, see “Designing and Deploying Directory and Security Services” in the Microsoft® Windows Server™ 2003 Deployment Kit on the Web at http://go.microsoft.com/fwlink/?linkID=27638.)

· To centralize mission-critical roles

In addition to the two domain controllers required for each domain in the hub site, you must include bridgehead servers. Bridgehead servers are domain controllers in the hub site that are responsible for communicating with domain controllers in the branch sites. To determine the number of bridgehead servers required, you must use a special formula, which is provided in “Determining the Number of Bridgehead Servers” later in this chapter.

Determining Whether a Branch Office Requires a Domain Controller

When determining whether to place domain controllers in a branch office, consider the following:

· The number of users in the branch. The number of users affects the amount of authentication traffic that must be accommodated. 

· The resources that the users require. The number of resources and where they are located affects the amount of authentication traffic created by user access.

· The capacity of the WAN connection used by that branch office. If the branch is connected to the hub with a relatively high-speed connection, you can accommodate more than the recommended maximum of 50 users per branch using a WAN connection for logons. However, testing will be necessary to assure that system response is adequate.

The benefits of placing domain controllers in the branch offices might be offset by whether there are personnel who can perform maintenance tasks in the branch office. In addition, you need to consider the following factors:

· Security. Can the domain controller be physically secured at the branch office location?

· Remote administration. Is your organization set up to use remote administration?

· Remote resource access. Can users use Terminal Services to access resources remotely?

Figure 3.5 illustrates the steps you need to take to decide whether to place a domain controller in a branch office.

Figure 3.5   Decision Process for Domain Controller 
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The factors of security, remote administration, and remote resource access, which are critical to a successful Active Directory deployment in a branch office environment, are discussed in this section. For more information about calculating the need for domain controllers and planning the placement of domain controllers and global catalog servers, see Chapter 3, “Designing the Site Topology” in Designing and Deploying Directory and Security Services in the Windows Server 2003 Deployment Kit on the Web at http://go.microsoft.com/fwlink/?linkID=27590. 

Branch Size and Service Requirements

To first step in determining whether or not to place a domain controller in a branch office is to consider the number of users in the branch office and any services that will run in that branch office. The number of users is important because as they access resources on the network, they will need to be authenticated by a domain controller. If the resources they are accessing exist in the branch office and a domain controller is present in the branch office, the majority of authentication traffic will remain contained in the branch office site. If no domain controller exists in the branch office site, authentication traffic will need to be sent over the WAN link to the domain controllers in the hub site. This traffic needs to be considered when calculating bandwidth usage over the WAN link. Other user operations, such as password changes, also require communication with domain controllers.

If you have more than 50 users in the branch office, you should consider placing a domain controller in that location. The number of users that can be adequately accommodated is based on link speed and available bandwidth. Many branch offices are connected by slow WAN links running at speeds such as 28.8 kbps. In a situation like this, it is recommended that you do not host more than 50 user accounts in that branch. If the branch is connected using a higher-speed connection, you should be able to host more than 50 users in the branch. If you want to host more than 50 user accounts in a branch, it is recommended that you perform tests based on the number of users you want to host and the available bandwidth. Such tests will ensure that you do not exceed the allocated bandwidth.

[image: image7.wmf]
Note

For the purposes of this guide, it is assumed that each branch has a maximum of 50 users and that one domain controller per branch office can accommodate their needs.

The services that you deploy in a branch office also contribute to whether or not you need to place a domain controller in that location. An e-mail server such as Microsoft Exchange 2003 is an example. An Exchange Server needs regular access to a domain controller to access the global address list. If you choose to host an Exchange Server in the branch office, you will also need to place a domain controller in the same location to avoid excess traffic delays over the WAN link to the hub. Examine all the services you plan to deploy in the branch office and determine whether or not they require access to a domain controller. Remember to consider user access to the services. The services themselves might not require a domain controller but authentication traffic to a domain controller will be created when users attempt to access those services.

Planning for Physical Security of a Domain Controller

In many branch office environments, servers in branch offices are administered remotely by a centralized IT organization, which is located in the data center. Centralized administration reduces costs by eliminating the need for administrative personnel in each branch office. However, when no one in the branch office oversees server management, the server can become a network security risk. 

Anyone who can gain physical access to a domain controller can gain access to the entire domain or, in some cases, to the entire forest. After acquiring physical access to the server, a malicious user can interfere with the operation of the domain in a number of ways ranging from simply turning the server off and stealing hardware to attempting to install software that compromises data stored on the server or elsewhere on the network.

Security is of particular concern when a remote field office has few personnel who only occupy the office part time. In this environment, a server might be left unattended for hours or days at a time. Consequently, in such a branch office, you must ensure that the server is physically secure. It should be locked up in an area to which only authorized personnel can gain direct access. 

Can the Domain Controller be Administered Remotely?

Two categories of management operations are performed on a domain controller: remote management and local management. When remote management is used, you can use services like Microsoft Software Update Services (SUS) and Microsoft Systems Management Server (SMS) to manage applications on the remote domain controllers. Local management requires direct access to the domain controller’s console for such operations as the installation of device drivers.

To perform a local management task from a remote location, you must use a solution such as Terminal Services or Remote Interface Boards (RIB).

If no remote technologies are available, make sure that only trusted service administrators perform local management tasks on the domain controllers. 

If these security conditions cannot be met, you should not place a domain controller in the branch office location.

WAN Link Availability

WAN link availability affects the decision of whether or not to place a domain controller in a branch office because only when the WAN link is available can it be used for logon traffic. If users require access 24 hours a day, seven days a week for logon traffic and the site does not have a domain controller, the WAN link must be available 100 percent of the time to service logon requests. If users require around-the-clock access and the availability of the WAN link cannot be guaranteed, place a domain controller in the branch office so that it can service the logon requests. 
Assessing Logon Performance

When deciding whether to place a domain controller in a branch office, you must also consider logon performance. Whenever users log on or connect to a network resource, they are authenticated. During the authentication process, the domain controller in the branch office might be contacted, creating network traffic. The amount of traffic generated depends on the user’s group memberships and the Group Policies applied. Traffic is also affected by the number of changes made to group memberships and Group Policies. To decide whether to place a domain controller in a branch office, examine the user environment to determine how much authentication traffic is typically generated. For more information about evaluating logon traffic, see Chapter 5, “Active Directory Client Network Traffic” in the book Building Enterprise Active Directory Services: Notes from the Field Series.

If users log on just once daily and require no additional authentication, a domain controller will most likely not be required for that branch office. However, in many branch offices, users use a single application in a public access environment called “kiosk” mode. In kiosk mode, a single application runs on very few workstations that are shared by all, so that users constantly log on and off throughout the day. For example, in a pharmacy, various personnel access the system to process prescriptions throughout the day. Because all prescriptions must be tracked, each user must log on and be validated before a prescription can be processed. 

Environments such as this might use biometric devices, such as thumbprint readers or retinal scanner, for authentication. In such an environment, authentication performance is critical. Consequently, to obtain the performance you need, you might need to place a domain controller in any branch office that uses these devices.

Using Terminal Services for Resource Access

An alternative solution to placing a domain controller in a branch office for authentication purposes is configuring the clients to use Remote Desktop Connection to connect to their application, file, and print servers. Remote Desktop Connections use Terminal Services to allow remote users to connect to servers and access resources local to those servers. Terminal Services on the Windows Server 2003 operating system allow port rerouting, which supports rerouting devices, such as printers, from the server to the client. This makes it possible to perform tasks such as running an application on the server through the Remote Desktop Connection and using it to print output to a printer attached to your workstation.

Instead of using a Windows workstation and accessing the server over the network (which requires a logon at the server and requires a domain controller), users invoke their Remote Desktop Connection to connect to the local Terminal Server. The Terminal Server forwards logon requests over the WAN to the next available domain controller in the hub site. Once the Terminal Server has authenticated the user successfully, it caches their credentials locally. Then, during future logon attempts, if the link to the hub site is not available for any reason, users can still log on with their cached credentials and access resources local to the server. 

By using the Terminal Services solution, you ensure that users can always work locally on the Terminal Server once they have been authenticated the first time and their credentials are cached. Even if the users print documents or save files on a network share that is locally available on the Terminal Server, the operation is still local. The access check for these resources does not require an additional logon. Even if the network link is not available, users can log on to the Terminal Server using cached credentials, work on a Windows-based terminal, and use all applications and resources installed on the server.

The Terminal Services solution is easy to maintain and scales well with the server hardware. Occasionally, specialized hardware might have difficulties operating through Terminal Services. If you plan to implement a Terminal Server-based solution, it is recommended that you test any special input devices, authentication devices, and printers to ensure proper functionality in the Terminal Services environment.

Planning Server Roles

Additional roles can be assigned to domain controllers in an Active Directory environment. Two types of roles need to be considered when planning the placement of the domain controller in a branch office deployment because they have the potential to significantly affect the network traffic to and from the domain controller hosting the role. These roles are the global catalog and the operations master roles.

Global Catalog

In Windows Server 2003, the placement of global catalog servers is driven by application requirements, such as Exchange 2003, rather than the types of requirements dictated by the Microsoft® Windows® 2000 Server operating system. In Windows 2000 Server, the placement of global catalog servers was a major consideration because certain aspects of global catalog server behavior had the potential to severely impact the networking environment. These behaviors include the way that global catalog servers handle changes to the schema (referred to as a global catalog full synchronization) and the need to contact a global catalog server every time a user logs on for validation of universal group membership. Both of these aspects of global catalog behavior have been addressed in Windows Server 2003; consequently, placement of global catalog servers is no longer a consideration with regard to impact on the network. These aspects are discussed in detail below.
No Global Catalog Full Synchronization
Global catalog servers store a subset of attributes from all objects in the forest. Some Active Directory-enabled applications extend the schema and change the set of attributes that are replicated to global catalog servers. In Windows 2000 Server, such schema changes caused the global catalog servers to discard the existing global catalog and completely rebuild a new one, using information from other domain controllers. This process was referred to as global catalog full synchronization and it could create excessive amounts of replication traffic. Changes in Windows Server 2003 manage schema updates so that when new attributes are added to the global catalog, global catalog servers add only the new attributes rather than completely rebuilding the global catalog. 
Universal Group Membership Caching

On domain controllers that are running Windows Server 2003, it is possible to cache the universal and global group membership information for a user and use this cache to verify a user’s universal and global group membership during logon, rather than contacting a global catalog server to get the information each time a user logs on. When the Universal Group Membership Caching option is enabled for a site, the logon process executes in a slightly different manner on domain controllers that are running Windows Server 2003. In the scenario that is used in this guide, it is assumed that domain controllers are running Windows Server 2003 and that each branch site has a single domain controller. 

[image: image8.wmf]
Note

Universal Group Membership Caching is supported for sites with more than one domain controller. However, the cache data does not replicate. Rather, it is maintained by each domain controller individually.

If a user logs on to a domain controller that is running Windows Server 2003 and Universal Group Membership Caching has been enabled in the site, the domain controller looks in its local cache for a valid cached universal and global group membership entry instead of querying a global catalog server. If the membership entry is found, the logon will continue without the need to contact a global catalog server. If the membership information is not cached or is expired, the domain controller will try to connect to the global catalog server to update this information. If a global catalog server is found, the cache will be updated and the user can successfully log on. If no global catalog server is found, the logon fails. 

Site Affinity

The caching process for each user takes place the first time the user logs on in a particular site. The presence of the user’s membership data in the cache defines their site affinity, the preferred site to use to validate their universal and global group memberships. During future logon attempts, the cache is used to check the user’s universal and global group memberships. 

The user’s site affinity is multivalued. If a user moves to a different site and logs on, their affinity might be changed to include the new site. The site affinity attribute for the user is multivalued, containing a list of sites that are enabled for caching and in which the user has logged on. The entry for each of these sites has a time stamp associated with it, and entries are periodically removed if they exceed the limit for site affinity set in the registry (see the Cached Membership Site Stickiness (minutes) registry entry description in Table 3.1). Group cache parameters can be controlled using registry settings that are discussed later in this chapter.

Cache Refreshes

When Universal Group Membership Caching has been enabled and the cache is created on authenticating domain controllers in the site, the cache is maintained by the domain controller. Although the cache itself is not replicated, the cache is periodically refreshed and each user’s cache is also individually maintained according to special attributes on the user object. When a user logs on in a site where Universal Group Membership Caching is enabled and inspection of these attributes indicates that the user’s cache has expired, the domain controller must contact a global catalog server to update the cache. To provide some control over the site from which cache updates are retrieved, a setting allows you to select a preferred site that is always used to contact a global catalog server when the group cache must be created or refreshed. The preferred site can be selected in the properties of the NTDS Site Settings object in the Active Directory Sites and Services snap-in in the Microsoft Management Console (MMC). Use the Refresh cache from setting to determine the site that should be used to maintain the cache entries. 

If a preferred site is selected in the Refresh cache from list, the refresh task receives a schedule from the Intersite Messaging service, which opens the refresh task according to the site link schedule connecting the branch site to the preferred site.

If no preferred site is selected (the default setting), or when a global catalog server in the preferred site is not available or the preferred site cannot be contacted, the domain controller queries for a list of all site links that are servicing the domain controller’s site. The list is sorted in ascending order by the availability of a global catalog server and by the cost associated with the site link used to contact it. The first site link in the list is used to connect to the global catalog server and refresh the cache entries. The global catalog server is contacted when the next replication window for the site link opens, and start time is staggered randomly from 0 to 15 minutes.

Customizing Cache Behavior

Some optional parameters can be changed to customize caching behavior for situations where the default is not optimal. These parameters affect the lifetime and refresh intervals of the cache, and can be used to modify logon behavior. These parameters are configured through registry settings, and the registry entries must be created manually under HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\NTDS\Parameters. These registry entries are listed in Table 3.1. Changes to these registry settings take effect the next time the refresh task runs.

Table 3.1   Registry Entries Used to Configure Caching Behavior

	Registry Entry
	Type
	Default Value
	Notes

	Cached Membership Site Stickiness (minutes)
	DWORD
	172800

(Value is in minutes. This setting equals 180 days)
	Defines how long the site affinity will remain in effect. The site affinity value is updated when half of the period defined by this value has expired. If a user has not logged on with a domain controller for a period of one half of this value, the user is expired from the list of users whose memberships are refreshed. The default value is recommended.

	Cached Membership Staleness (minutes)
	DWORD
	10080

(Value is in minutes. This setting equals 7 days)
	Determines the maximum staleness value when using cached group membership. The user will not be able to log on if the cached membership list is older than the staleness value and if no global catalog server is available. The default value is recommended.

	Cached Membership Refresh Interval (minutes)
	DWORD
	480

(Value is in minutes. This setting equals 8 hours)
	Defines the length of time between group membership cache refreshes. This value should be changed to synchronize once a day (1440 minutes). For dial-up connections, you might want a higher value than 24 hours, but that can also increase the traffic over the WAN line.

	Cached Membership Refresh Limit
	DWORD
	500
	Defines the maximum number of users and computers that are refreshed. Increase this setting only if Event ID 1669 occurs in the event log or you have more than 500 users and computers in a branch. If the number of users and computers in a branch exceeds 500, a general recommendation is to either place a global catalog server in the branch or increase the Cached Membership Refresh Limit above 500.

	SamNoGcLogonEnforceKerberosIpCheck
	DWORD
	0
	By default, allows site affinity to be tracked for Kerberos logons that originate outside the site. A value of 1 configures SAM so it will not give site affinity to Kerberos logon requests that originate outside the current site. This option should be configured to 1 on domain controllers in the branch-sites to prevent logon requests from outside the site being given affinity for the local site. This setting will prevent a user’s affinity from being changed during the logon process when they connect to a Kerberos key distribution center (KDC) outside their site.

	SamNoGcLogonEnforceNTLMCheck
	DWORD
	0
	Configures SAM to not give site affinity to NTLM logon requests that are network logon requests. The default value is 0. This setting reduces the number of users with site affinity by excluding those that simply accessed network resources (via NTLM). This option should not be enabled if you use older clients that must authenticate from outside the branch to local resources in the branch.
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Note

In Table 3.1, some of the value names contain the string “(minutes)”. Note that this is part of the value name and must be included when creating the key. For example, the value 

Cached Membership Refresh Interval (minutes)

is correct. Using the name

Cached Membership Refresh Interval

is incorrect.

This chapter covers only specific parts, properties, and behaviors of global catalog servers relevant to the branch office environment. For more information about the global catalog, see Chapter 3, “Designing the Site Topology” in Designing and Deploying Directory and Security Services of the Windows Server 2003 Deployment Kit on the Web at http://go.microsoft.com/fwlink/?linkID=27590.
Operations Masters

Domain controllers hosting operations master roles are subject to additional network traffic. For this reason, it is recommended that all operations master role holders be located in the data center and not in any branch office location. Depending on the operations master role in question, workstations and servers might need to contact a role holder. It is not a good idea to place an operations master role holder in a branch office because doing so would require the extra network traffic to traverse the WAN link connecting the branch office to the data center, thus reducing available bandwidth for mission-critical applications. It can also result in clients in one branch office attempting to locate a domain controller in another branch office. With the customizations made to the DNS environment during a branch office deployment, clients in the branch offices should only be able to locate domain controllers in their own location or in the data center. The DNS configuration to accomplish this customized location method is discussed in detail in Chapter 4, “Planning a DNS Structure for the Branch Office Environment” in the Planning section of this guide.

For more information about placing the operations master roles, see Chapter 3, “Designing the Site Topology” in Designing and Deploying Directory and Security Services in the Windows Server 2003 Deployment Kit on the Web at http://go.microsoft.com/fwlink/?linkID=27590.

Configuring Replication for a Branch Office Deployment

After you have determined your site plan and where the initial domain controllers will be placed, the next step is to determine replication requirements for your deployment. To accomplish this you must estimate the replication traffic load that domain controllers will need to support, based on the number of replication partners involved and the replication schedules. These calculations will help you determine whether you need to add additional domain controllers or adjust the schedule to meet your requirements. Figure 3.6 shows the process for configuring replication for a branch office deployment.
Figure 3.6   Configuring Replication for a Branch Office Deployment
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When Active Directory is deployed, it automatically builds a default replication topology and uses a default replication schedule. In a branch office environment, you must customize this automatically generated topology so that all cross-site replication occurs only between the branch sites and the hub site. The goal is to prevent clients in a branch office from locating servers in another branch office. You also want to customize the replication schedule so that replication between the branch offices and the data center does not interfere with the normal network bandwidth needed to perform the day-to-day business operations. Typically, Active Directory replication is rescheduled so that it takes place during non-business hours.

Replication in an Active Directory Environment

The majority of the special configurations involved in deploying Active Directory in a branch office environment consist in customizing the replication topology based on your specific requirements. It is important to understand the relevant portions of the replication infrastructure before attempting to customize the environment.

The Microsoft Windows Server 2003 operating system domain and forest-wide replication system consists of two major components:

· Active Directory replication

· File Replication service (FRS)

Active Directory replication is used to replicate directory information between domain controllers. When a domain controller updates information in its local replica of Active Directory, Active Directory replication updates all other domain controllers in the forest that store replicas of the updated data. FRS is used to replicate changes to the system volume (SYSVOL). SYSVOL replication is used to distribute Group Policy and logon script information to domain controllers throughout a domain. While both of these replication systems use the same replication topology, they are completely separate systems and have no interaction with one another.

Administrators doing the planning for a branch office deployment need a thorough understanding of Active Directory replication and FRS. Because management of replication traffic is so important in a branch office deployment, you must understand how the behavior of specific replication features affects the replication environment so that you can make the proper design decisions. Windows Server 2003 also introduces some new features that make it easier to deploy Active Directory in a branch office scenario.

This guide focuses on the specific portions of replication that apply to a branch office environment. 

For more information about how Active Directory replication works, see “Active Directory Replication Technologies” in the Microsoft® Windows Server™ 2003 Technical Reference on the Web at http://go.microsoft.com/fwlink/?linkID=27593. For more information about how FRS works, see “FRS Technical Reference” in the Windows Server 2003 Technical Reference on the Web at http://go.microsoft.com/fwlink/?linkID=27595.
Replication Topology Generation

The Knowledge Consistency Checker (KCC) generates the replication topology used by Active Directory. First the KCC examines the site and subnet information and computes the necessary connections that are required to build the replication topology. Next, it examines the current connection objects and determines whether or not new connection objects need to be created in order to build the proper topology. If they need to be created, the KCC creates them. Last, based on the connections available, the KCC determines which domain controllers will be replication partners. 

Improvements have been made to the part of the KCC called the intersite topology generator (ISTG) to make topology generation more scalable in environments that contain more than 100 sites. In Windows 2000 Server, to speed up the automatic replication topology generation process, Microsoft recommended that connection objects be manually created in deployments that contained more than 200 sites. 

In Windows Server 2003, the ISTG has been improved so that it runs more efficiently. Thhe ISTG calculates the connection requirements faster, making it more suitable for environments that have a large number of sites and eliminating the need for manual creation of connection objects. The new, more efficient ISTG runs only when the forest has a forest functional level of Windows Server 2003 or Windows Server 2003 interim.

Table 3.2 shows some performance statistics of the improved ISTG in environments with a large numbers of sites.

Table 3.2   ISTG Performance Statistics at Windows Server 2003 Forest Functional Level

	Number of Sites
	Number of Domains
	Time (sec)
	Lsass.exe  Memory Usage (MB)
	Lsass.exe  CPU Usage (%)

	500
	1
	1
	100
	29

	1000
	1
	2
	149
	28

	500 
	5
	2
	126
	71

	1000 
	5
	3
	237
	78

	2000
	5
	5
	325
	77

	3000
	5
	6
	449
	75

	4000
	5
	34
	624
	69

	3000
	1
	2
	236
	63


These data show the time it took the ISTG to evaluate and process the connection requirements in various environments where the necessary connection objects already existed. The times shown in Table 3.2 are minimum times observed. If new connection objects need to be created, the times will be slightly higher. For example, the table shows that a topology of 3,000 sites with 5 domains require a run time of six seconds. A maximum time of 85 seconds was observed when all new connections were required. This ISTG performance is a significant improvement over ISTG performance in Windows 2000 Server.
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Note

The computer used to perform this test had the following configuration: 1.8 GHz processor and 512 MB RAM. SCSI disks were used. This configuration resulted in an I/O bottleneck and consequently a high minimum time of 34 seconds to generate the topology for 4,000 sites and five domains.
For more information about ISTG performance, see “Active Directory Replication Topology Technical Reference” in the Windows Server 2003 Technical Reference on the Web at http://go.microsoft.com/fwlink/?linkID=27912.
Inbound Vs. Outbound Replication

Inbound replication is the incoming data that is pulled (requested) by a destination from a source replication partner. For a hub domain controller, inbound traffic is data that is replicated from a branch office domain controller. Inbound replication traffic is serialized, meaning that a bridgehead server in a hub site will go through the list of its replication partners one by one, in order, when the replication schedule opens. Especially when network connections are slow, it might take a long time to finish requesting and receiving inbound replication from all inbound partners. If the schedule closes before the hub domain controller has finished replicating changes from the branch sites, the hub domain controller will nevertheless continue until it has reached the end of the list of replication partners and the respective directory partitions to be updated from each partner. This is important when you plan to use multiple replication cycles during the time that replication is available (that is, replication occurs at multiple consecutive intervals). If the list of inbound replication requests cannot be completed before the next replication interval begins, the unfinished replication requests are carried over and can potentially affect subsequent replication cycles.

Outbound replication is the transfer of data from the source domain controller to its destination replication partner. For a hub domain controller, outbound replication is the replication that it sends to the branch office domain controllers. Outbound replication is not serialized, but rather uses multiple threads to manage outbound replication with all partners simultaneously. 
Performance criteria relative to inbound and outbound replication can be summarized as follows:

· For inbound replication, the number of replication partners determines the time it will take to finish. 
· For outbound replication, the limiting factors are the performance of the bridgehead servers, the CPU load, network bandwidth, and the disk I/O.

Understanding Inbound and Outbound Connections

From the perspective of a domain controller, replication is always inbound. Connection objects that the KCC creates on destination domain controllers identify the source domain controller (the “from server”). There is no corresponding “outbound connection,” as such, on a destination domain controller. Rather, every connection has two ends: the inbound end on the destination and the from-server (outbound) end on the source. The KCC only considers and manipulates connections that are inbound to that site. Throughout this guide, the term “outbound connection” refers to the from-server end of a connection, which is defined in the fromServer attribute of the connection object.
Management Model and Replication

Two management models can be used to control the administration of an Active Directory environment: centralized and decentralized. Each model has pros and cons. The model you choose can impact security, efficiency, and your ability to troubleshoot problems with your user and group accounts. The model can also directly affect the inbound and outbound flow of replication traffic.

The centralized model applies when administration is managed by a centralized IT organization and changes are all made at a centralized data center located in the hub of the deployment. After changes are made, they are replicated out to all branch offices through the WAN links connecting the hub to the branch offices. Table 3.3 describes the advantages and disadvantages associated with this model.
Table 3.3   Advantages and Disadvantages of Centralized Management

	
	Advantages
	Disadvantages

	Replication
	Creates outbound replication from the hub. Outbound replication is multithreaded and more efficient.
	

	Security
	Security control and policy enforcement are managed from a single location.
	Success varies directly with the availability and speed of the local area network (LAN) or WAN.

	Efficiency
	Common management tasks are easily automated from a single source point.
	Propagating changes is time-consuming, depending on the replication infrastructure and the replication schedules.

	Troubleshooting
	Forestwide problems can be fixed quickly.
	Time to react and to fix local issues might be longer.


In the decentralized management model, the IT organization is divided into smaller divisions based on geographical, political, or organizational needs, and administration of the directory is distributed. The tradeoffs in this situation are described in Table 3.4.
Table 3.4   Advantages and Disadvantages of Decentralized Management

	
	Advantages
	Disadvantages

	Replication
	
	Creates inbound replication from the branches, which in turn will need to be replicated outbound to the other branches. Inbound replication is serialized and less efficient than outbound replication.

	Security
	IT organization tends to be closer to the “customer.”
	Automation of tasks needs to be coordinated.

	Efficiency
	Portion of the network being managed is much smaller.
	More difficult to coordinate changes involving multiple domains.

	Troubleshooting
	Local problems can be fixed quickly.
	Time to react and to fix forestwide issues might be longer and requires more coordination.


Centralized administration is the recommended model for a branch office environment. The centralized model makes it easier to maintain and manage a staging site in the data center because the administrative personnel are already there and they are familiar with the needs of all the branch offices. Using a centralized management group makes it easier to enforce operational and security standards because efforts do not need to be synchronized among multiple administrative groups across the organization.
Managing Group Policies

Group Policy management is typically performed by service administrators and can be centralized or decentralized. In the centralized approach, all Group Policies are created by administration staff in the data centers and the Group Policies are replicated from the data centers to the branch offices. In a branch office environment, changes in Group Policy should never originate at the branch site. 

The centralized approach works well in a branch office environment because the service administrators can reside in the data center and manage the environment from the centralized location. Typically, there are no local personnel available at the branch offices with the administrative rights necessary to set and modify Group Policy. In this situation, all administrative tasks must be performed remotely and you must consider this when calculating bandwidth requirements. If an administrator is required in a branch office, it is most likely that the administrator will be a data administrator whose scope of authority is limited to that branch. 

In a decentralized environment, the regional IT organizations will have the knowledge and ability to add to the Group Policies and to override certain settings. This will cause replication to originate at the branches, creating more inbound replication traffic at the hub site. 

If a decentralized model is used and Group Policies are managed via the built-in administrative tools, the tools connect to the primary domain controller (PDC) emulator by default to make the changes. Since the PDC emulator is typically located in the data center, performing Group Policy management tasks will increase network traffic over the WAN links used to connect the branch offices to the data center. More network traffic will be created once the Group Policy is replicated from the PDC emulator back to the domain controllers in the branch offices. It is possible to point the administrative tools to a local domain controller. However, doing so is typically not recommended because it increases the chance that simultaneous changes might be made to the same Group Policy object on multiple domain controllers, thus increasing the likelihood of losing some of those changes. The decentralized method also requires coordination among the various administrators in the branch offices to ensure that they do not introduce conflicting changes to Group Policy.

For the purposes of the planning discussions, this guide assumes a centralized model. The purpose of this portion of the guide is to present the basic building blocks of the planning process, which will enable you to complete a plan that suits your organization and its administrative and network structure. Keep in mind that where your administrative model differs from the example, you must consider the effect on your replication traffic patterns when you determine the bandwidth requirements over the WAN links between your hub and branch office sites.

Replication Scheduling

When domain controllers are added to a domain, they are automatically placed into sites. To build a replication topology, the KCC automatically creates connection objects that the new domain controllers use to replicate with other domain controllers in the same site. When multiple sites are created, one domain controller in each site is automatically chosen to run as the ISTG. The ISTG uses the KCC mechanism that is responsible for building connection objects between domain controllers in different sites. These connection objects are used to establish connections between bridgehead servers in each site so that intersite replication can occur. 

Replication between sites takes place on an automatically generated schedule that is associated with the site link objects. The schedule consists of an availability schedule, which defines when replication can take place, and an interval, which defines how often a replication cycle is started within a schedule window. By default, the schedule is open 24 hours a day, seven days a week, and the replication interval is every 180 minutes. According to these settings, replication will start every three hours throughout the day during every day of the week. 

The replication schedule can be modified to help control when Active Directory traffic is sent across the network. One of the most common situations where replication schedules are customized is when replication traffic is sent across WAN links. In a branch office deployment, branch office locations are connected to a data center using WAN links. You might want to restrict Active Directory replication traffic during the day to preserve available bandwidth for mission-critical applications running in the branch office. By customizing the replication schedule, you can configure replication to take place during non-business hours. 

Be aware of the effect that such changes to the replication schedule will have on your environment. For example, configuring the schedule so that replication occurs only at night will impact operations such as new account creation, password resets, and account lockout. In a centrally managed environment, changes are made in the data center and then replicated out to the branch offices. If replication is scheduled to occur only at night, any changes made at the data center will not be available until the next morning. For example, any new accounts that are created will not be available in the branch until the next day. If an account has been disabled at the data center, it will continue to be useable in the branch office until the next day, after replication has occurred. To avoid this problem while utilizing a replication schedule that only replicates at night, all critical changes such as password resets and account disabling must be performed on a domain controller located at the branch office where the user is located. Because intrasite replication is triggered by changes and not schedules, the changes will take effect in the branch office immediately.

Before modifying any replication schedules, it is important that you understand the principles involved:

Availability schedule   The replication schedule that is associated with the site link. The availability schedule contains the broad ranges of time when replication can occur over the site link. The site link availability schedule should be as open as possible. For branch office deployments, you should not try to optimize when replication will occur relative to other site links by micro-managing the site link availability schedule. When you use the load-balancing features described in this guide, the KCC will optimize replication across the site links automatically. 

Replication interval   How frequently replication cycles occur during the open periods of the availability schedule. The interval represents separation in minutes between attempted replication cycles. 

Schedule quarters   The smallest increment of the schedule, which is 15 minutes. There are four quarters per hour, 24 hours a day, seven days a week. 

Polling schedule   The schedule that results from applying the interval to specific quarters of the availability schedule. While the availability schedule has large periods of open time, the polling schedule has only specific quarters marked. These are the quarters during which replication will start. The KCC uses the availability schedule and the replication interval to form the polling (execution) schedule. The polling schedule is created by starting at the first open quarter on the availability schedule, marking that, then skipping ahead by the interval minutes (considering only minutes where the availability schedule indicates the window is open), then marking again. The KCC continues this process, jumping ahead by the interval minutes each time and marking the schedule, until it has built the entire week’s schedule. When a quarter is marked in a schedule, it means that replication can start sometime during that 15-minute period. The actual time at which replication starts is implementation dependent. By default, the polling schedule marks only the first quarter in each interval.
Replication Queue   A sequential list of pending replication requests on the destination domain controller. Suppose a domain controller has five inbound replication connections. As the domain controller formulates change requests, either by a schedule being reached or from a notification, it adds a work item for each request to the end of the queue of pending synchronization requests. Each pending synchronization request represents one <source domain controller, directory partition> pair, such as “synchronize the schema directory partition from DC1.” When a work item has been received into the queue, notification and polling intervals do not apply — the domain controller processes the item (begins synchronizing from that source) as soon as the item reaches the front of the queue, and continues until either the destination is fully synchronized with the source domain controller, an error occurs, or the synchronization is pre-empted by a higher-priority operation (the queue contains work items other than replication).
Starting offset within an interval   The offset in quarters from the time the interval begins to when replication actually starts. By default, replication starts in the first quarter. However, if you implement schedule staggering, you can identify other quarters for replication to start. 
Schedule staggering   The ability to indicate the quarter within the interval in which a given replication event will start. Active Directory Load Balancing (ADLB) and KCC schedule hashing both can be used to stagger the schedule to adjust the starting offset within an interval when calculating a polling schedule. This process distributes the load across a variety of start times on a hub server. For example, if the availability schedule opens at 8:00 a.m. and the interval is 30 minutes, the actual execution quarter could be 8:00 a.m. for one branch site and 8:15 a.m. for another branch site. Schedule staggering makes it possible to avoid too many replication operations occurring at the same time. More information about schedule staggering with ADLB and about KCC schedule hashing is provided later in this chapter.

Default Schedule

The default replication schedule, without implementing KCC schedule hashing or ADLB, always starts at offset zero within the interval. There is no automated attempt to vary the starting quarter within the interval. There is always some automatic variability within the starting quarter. When the schedule opens and at each interval within the schedule, a random time within the first 15-minute quarter is used. This randomness gives a small amount of spread to the automatically generated start times within the starting quarters.

The bridgehead server in the hub site uses the information from the site links to determine how often replication occurs and how many replication partners are involved. If more than one replication partner uses the same site-link setting, replication to all partners will occur during the same availability schedule and will start sometime in the same (first) quarter of the same replication interval. 
Figure 3.7 shows a default schedule scenario for a hub site (Data-Center-Site) and two branch sites.
Figure 3.7   Example of Default ScheduleReplication Start Times
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The scenario in Figure 3.7 shows three sites. One bridgehead server in the Data-Center-Site replicates with two different replication partners in Branch01 and Branch02, which are connected over site links to the Data-Center-Site. These site links both use the same configuration settings. The replication availability schedule is open from 0:00 a.m. to 8:00 a.m. In these eight hours, replication begins at an interval of every 240 minutes. Therefore, two replication cycles occur within these eight hours.

When replication starts, it uses the same time for both sites. Replication between BHDC1 and BranchDC001 and between BHDC1 and BranchDC002 starts at 0:00 a.m. for the first replication interval and at 4:00 a.m. for the second interval. This configuration can result in a replication queue on the bridgehead server, which processes inbound replication one request at a time. With the default settings, there is no schedule staggering and the bridgehead server contacts its replication partners during the first fifteen minutes of each interval.

With the default settings, multiple replication events might be scheduled in the KCC’s polling schedule to start during the same interval. However, the actual time at which replication starts with each partner is randomized within the first quarter of the interval. Figure 3.8 shows an example of replication between the hub site bridgehead server and two of its partners beginning at random times within the first quarter.
Figure 3.8   Default Randomized Schedule Staggering in the First 15 Minutes
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Following the example in Figure 3.8, this mechanism can start a replication request on BHDC1 to begin pulling replication from BranchDC001 in the first minute of the first 15-minute window, while the replication with BranchDC002 starts at the sixth minute. For more information about how replication occurs between replication partners, see “How the Active Directory Replication Model Works” in the Windows Server 2003 Technical Reference on the Web at http://go.microsoft.com/fwlink/?LinkID=27636.
SYSVOL Schedules

The SYSVOL schedule is an attribute associated with each NTFRS Replica Set object and with each NTDS Connection object. FRS replicates SYSVOL using the same intrasite connection objects and schedule built by the KCC for Active Directory replication. FRS replication behavior is different, depending on whether the connection is for intrasite replication or intersite replication of SYSVOL:

· SYSVOL connection within a site. The connection is always considered to be on; any schedule is ignored, and changed files are replicated immediately.

· SYSVOL connection between sites. SYSVOL replication is initiated between two intersite members at the start of the first 15-minute quarter when the intersite schedule opens. The connection is treated as a trigger schedule. The source partner ignores its schedule and responds to any request by the destination partner. When the schedule closes, the source partner unjoins the connection only after the current contents of the outbound log, at the time of join, have been sent and acknowledged.

Because SYSVOL replication uses the same schedule, modifying the Active Directory replication schedule also affects SYSVOL. 

Active Directory Outbound Replication Scheduling

Unlike inbound replication, which is serialized, outbound replication runs in parallel. A remote procedure call (RPC) thread is created on the source domain controller for each of its destination replication partners. These threads are created in parallel by the bridgehead server and are managed by the Local Security Authority (LSA). To prevent overwhelming the LSA by creating too many threads at one time, the algorithm follows the performance on a computer, which depends on its hardware configuration. To determine how many threads can be manged at once, use the following formula:
2 * # of processors
According to this formula, the LSA of a single-CPU bridgehead server can manage two parallel threads and a dual processor computer can handle four. 

Outbound Replication Thread Management

Although a domain controller might have more than two or four replication partners, thread management takes advantage of other activities that do not require the thread to be active. If a replication event is triggered between two replication partners, RPC calls between those partners transfer data between them. The data is sent over the network in packets that accommodate a maximum of 100 objects each. As long as the data is being exchanged between those partners, the LSA keeps a thread for the RPC call. When the destination domain controller receives replication data, it must write the data to the directory database. Furthermore, this domain controller must evaluate whether or not further data is required from the replication partner. During the time that the domain controller is involved in these other tasks, the active thread is placed in a wait state. During the wait state for one partner, the thread can be used to service another partner. Because these delays always occur, the domain controller is able to handle more partners than the number of parallel threads. 

In addition, a queue is implemented to hold incoming requests for a thread. The pending request will be discarded if it is not processed within five minutes. However, there are always delays and the free time created by these delays is used to get pending thread requests from the queue.

An example of how outbound replication  thread management works is shown in Figure 3.9. The scenario assumes a hub site bridgehead server with a single processor and ten branch office domain controllers. In the case of a single-processor computer, the LSA thread calculation is 2*1. The LSA can handle two parallel threads at one time.

Figure 3.9   Outbound Thread Queue Management Example for Single-CPU Bridgehead Server
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There are three typical states in this scenario. A thread can be in a queue, currently in progress, or in a wait state for its replication partner. The wait state is a result of the performance of the replication partner; that is, how fast the specific computer can process the changes or its available bandwidth. 

The optimization of the wait states are also visible in Figure 3.9. Rather than all threads starting at the same time, they are distributed where needed as they enter a wait state on a given domain controller.

In this example, replication between the bridgehead server and BDC001 to BDC006 starts at the same time, and the replication between the bridgehead server and BDC007 to BDC010 also occurs in parallel, but starts with an offset. 

The threads for BDC001 and BDC002 are the first and all other pending requests are queued. The LSA starts to process the requests from the bridgehead to BDC001 and BDC002. The thread for BDC001 consumes three time units and the thread for BDC002 consumes two time units and sends the data to the target. After this process, those threads become idle and have to wait for their replication partners. During this state, the next threads will be taken from the queue. In our example, these are BDC003 and, one time unit later, BDC004. This mechanism runs along the complete replication window. 

This behavior could also mean that all threads are waiting for their replication partners. Therefore, the LSA can become idle in relation to the RPC replication threads (see Figure 3.9). Idle times interspersed into the interaction between parallel thread processing and the queue enable the bridgehead server to handle many replication partners. 

The example in Figure 3.10 shows the same environment as Figure 3.9 and uses the same thread queue management mechanism. The only difference is that the bridgehead server is a dual-processor computer. Therefore, the LSA on the bridgehead server can handle four RPC threads at one time.

Figure 3.10   Outbound Thread Queue Management Example for Dual-CPU Bridgehead Server
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The behavior is similar to the scenario with the single-CPU bridgehead server, but in this case fewer threads need to be queued. 

Maximizing Threads on Domain Controllers Running Windows 2000 Server

If CPU utilization on a domain controller that is running Windows 2000 Server is still low during replication, you can allow more threads by setting the registry entry that determines the maximum number of threads for outbound replication. This registry entry is MaxThreads under HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\NTDS\Parameters\
Default value: 15

Using this entry is not recommended for domain controllers that are running Windows Server 2003. Windows Server 2003 uses a built-in default of two threads per CPU, based on the number of CPUs in the system. The registry entry simply sets a limit on the total number of threads, regardless of the number of CPUs. If you add this registry entry, it will override the built-in default system of managing threads based on CPUs, and use the new limit, based on the registry. The risk is that the bridgehead server can become overwhelmed because this setting does not consider the underlying hardware as the default behavior of Windows Server 2003 does. 
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Note

If you are using Windows Server 2003, using this registry entry is not recommended. However, in a situation where the CPU on the bridgehead server is below 25 percent while the replication window to the branches is open, the number of concurrent threads to the LSA can be increased to speed up replication. But this must be tested on the bridgehead server hardware before deployment into a production environment.

Determining Replication Requirements

Once you understand the basics of how the replication schedule works, you can start calculating how many bridgehead servers your deployment will require to appropriately handle replication. This number depends on a variety of factors such as the number of replication partners, the length of time scheduled for replication, and the amount of information that needs to be replicated.

To determine the bandwidth requirement for Active Directory replication, you must examine each type of replication traffic, inbound from the branches and outbound from the hub. You must also make sure that there are enough bridgehead servers to meet the demands of your deployment.

A number of calculations that you can use to determine your replication requirements are described in the following section. It is recommended that you document the results of these calculations and save them for future reference.

Determining Inbound Replication Partners for a Bridgehead Server

The following formula can be used to compute the number of inbound replication partners for a bridgehead server (hub domain controller):
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where: R = Length of the replication availability schedule in minutes, and N = # of minutes a domain controller requires to replicate all changes

Several factors that contribute to the time it will take a bridgehead server to replicate changes from the branch (N) include:

· Whether the change model is centralized or decentralized.

· If decentralized, how many changes happen in a branch per day?

· Total number of domain controllers.

· Time needed to establish dial-on-demand network connectivity.

A centralized administration model, and therefore a centralized change control model, is very beneficial for branch office deployments. Since inbound replication to the hub bridgehead servers is serialized but outgoing replication occurs in parallel, it is important to initiate changes in the location from which the changes can be replicated in a parallel fashion—that is, outbound from the hub or data center. If the administration model is decentralized, however, and changes such as creating new users and managing group memberships can happen in branches, a worst-case scenario (highest number of possible changes) must be used to compute the potential replication traffic to ensure that there is sufficient time and capacity for replication. 

Determining Outbound Replication Partners for a Bridgehead Server

To determine the maximum number of outbound replication partners a hub bridgehead server can support in a given replication cycle, use the following formula:
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where:

· H = Sum of hours that outbound replication can occur per day.
· O = # of concurrent connections per hour of replication (a realistic value is 100 on the reference server specified later in this section). 
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Note

If you are using computers running Windows 2000 Server, the value of O should be 30.

· K = Number of required replication cycles per day. (This parameter is driven by replication latency requirements.)

· T = Time necessary for outbound replication. (Depending on assumed replication traffic, this time should be one hour or a multiple of one hour.)

This formula assumes that outgoing Active Directory replication and FRS replication to the branch can be completed in time T. In most cases, T = 1 hour is a good estimate. This estimate is very conservative; replication to branch offices will most likely depend on the network speed. 

Assuming that each branch has at least a dedicated 64-kilobit connection to the hub and that 50 percent of the bandwidth is available for replication, a total data volume of 14 MB can be submitted in one hour. For comparison, creating 5,000 users in Active Directory creates replication traffic of around 1 MB.

This formula results in the total number of outbound replication partners that a single bridgehead server could support in one replication cycle.

Let’s look at one example. The reference hardware for the bridgehead servers is again a four-CPU, XEON 2-gigahertz (GHz) server with 2 GB RAM and a good configuration of the storage system for Active Directory (seven hard drives, two of which are mirrored for the operating system, two are mirrored for the log files, and three are used in a RAID 5 array for the database).

The customer has the following requirements for replication:

· Network traffic for replication is restricted to 12 hours per day.

· Replication must occur once daily from the hub to the branch, and once daily from the branch to the hub.

· Most changes will be initiated in the hub.

· Changes from the hub can be replicated to the branch in less than one hour in all foreseeable scenarios. This includes traffic for FRS replication of the SYSVOL, created by Group Policy changes.

· Replicating changes from the branch to the hub takes an average of one minute (these are only minor changes, such as the change of a user password).

· Group Policies will never be changed in branches; thus there will be no outbound FRS replication traffic from the branches.

· The hub site must replicate to 1,200 branch sites.

· The initial idea is to break up the time available for replication into three different cycles:

· Outbound from the hub (four hours)

· Inbound to the hub (four hours)

· Outbound from the hub again (four hours) (This cycle is for changes received from branches which are now replicating to other branches, such as passwords that have been changed.)

Outbound Replication Calculation

Outbound replication involves the following calculation: 
(8*30)/(2*1) = 120 outbound replication partners, assuming the following variables:

· Concurrent connections to one bridgehead server: O = 30

· Hours of replication: H = 8

· Number of cycles: K = 2

· Time needed for replication T = 1 hour

Each bridgehead server will serve 30 branch offices in four 1-hour groups, resulting in two 4-hour outbound replication cycles every eight hours. The administrator then distributes the 120 partners in groups of 30 during the 4-hour cycle.
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Note

Note that this calculation assumes that Active Directory replication and FRS replication operate at roughly the same rate; that is, they take roughly the same amount of time to replicate equal amounts of data. FRS inherently has delays due to its management overhead of staging, compressing, calculating MD5 checksums, and its version vector join (vvjoin) operations. Further, the volume of data replicated by FRS might be significantly different from the volume of Active Directory replication, and FRS is a file level replicator, which means that it will replicate the entire changes to the file. Given these factors, you can perform the following calculation:

Assuming a 128 Kbps link to the branch office, 700 MHz single processor with 512 MB RAM, and adequate staging space so that FRS is not disk-limited, the effective data transfer rate is approximately 2.5 KBps. Given a change on the order of 1 MB in SYSVOL, it is expected to take 7 minutes to transfer the change over the wire. This estimate does not account for any metadata transfer, and FRS management delays for such things as staging and database inserts. So for this example, the ability to have 30 concurrent connections to one bridgehead replicating per hour will not be possible. Therefore, the FRS replication speed is most likely the limiting factor on outbound replication and not Active Directory replication, bringing the number down to less than 120 partners.

For more information about how FRS works, see the “FRS Technical Reference” in the Windows Server 2003 Technical Reference on the Web at http://go.microsoft.com/fwlink/?linkID=27595.

Inbound Replication Calculation

To compute inbound replication to the bridgehead server, use the numbers shown earlier that resulted in one minute for inbound replication from the branches. The calculation also uses the 4-hour inbound replication parameter decided on earlier:

Using the formula:
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where:

· R = Length of replication window in minutes 

· N = # of minutes a domain controller needs to replicate in all changes 

R is calculated to be four hours times 60 minutes per hour = 240 minutes (4 * 60 = 240), and N is a given of one minute. Thus, one hub site bridgehead server could replicate in from 240 / 1 = 240 branch office domain controllers.

Determining the Number of Bridgehead Servers

The formulas for inbound and outbound replication connections provide the basis for determining the number of bridgehead servers needed for a given scenario. The limiting factor is the smaller value of the two that have been calculated, either outbound or inbound. For outbound replication, the calculation made earlier resulted in the following: a maximum of 240 replication partners per bridgehead server for inbound replication, and a maximum of 120 replication partners per outbound bridgehead server. Therefore, the limiting factor is outbound replication with 120 possible partners.

To calculate the required number of hub site bridgehead servers for an organization, divide the number of branches by the number of replication partners per bridgehead server, to get the number of bridgehead servers required for Active Directory replication: 
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Where B is the number of branches that will have a domain controller installed.

For our 1,200 sites, this is 1,200 / 120 = 10 bridgehead servers.

One tactic to minimize the number of bridgehead servers is to adjust the replication cycle. As shown, the number of possible replication partners for inbound replication to the hub is relatively high: 240, compared to 120 for outbound. Therefore, you can adjust the replication schedule to:

5 hours outbound

2 hours inbound

5 hours outbound

Since the available time for inbound replication is now half the time, only 180 replication partners can be supported by each bridgehead server. Now, however, you can create five groups of 30 outbound replication partners, which results in 150 replication partners. The smaller of the two numbers (180 and 150) is now our limiting factor in the calculation of the number of bridgehead servers required: (1,200 / 150 ) = 8.

It is recommended that you configure your bridgehead servers for failover and redundancy.

Balancing the Load

In the Windows 2000 Server family, the KCC does not make any effort to balance the replication load among the bridgehead servers. To solve this problem, Windows Server 2003 provides new functionality that allows the work to be distributed among the servers more evenly, as follows:

· KCC load balancing: The KCC has built-in load balancing so that it will spread the connection objects across multiple bridgehead servers in a site rather than adding them all to a single server per domain and transport, as it did in the Windows 2000 Server family. 
· Schedule hashing: A new feature has been added called KCC schedule hashing. Using KCC schedule hashing, the KCC will randomly spread the replication start times across the entire interval rather than just the first quarter of the interval. 
· ADLB: A new utility has been added to Windows Server 2003 called Active Directory Load Balancing (ADLB). ADLB is a tool that examines the number of connection objects on each bridgehead server and redistributes them so that all bridgeheads are managing the same number of connections. ADLB can also adjust the schedules on those connection objects so that their start times are evenly spread across the entire replication interval.

Default KCC Initial Load Balancing

The problem with a Windows 2000 Server family hub-and-spoke scenario is that all inbound connections for the same domain are routed to a single bridgehead server in the hub. If there are a lot of branches in the domain, all inbound connections get routed to the first eligible bridgehead, chosen by <GUID>, and all other bridgehead servers are idle. The solution is to use scripts and other tools to generate a well-balanced scenario between the bridgehead servers in the hub site and in the branches. This works fine until a server failure or server/network outage occurs. When scripts are used, the KCC is switched off and therefore no automatic mechanism is present to build a new replication topology after a failure. 

Multiple Bridgehead Server Selection

In Windows Server 2003, the KCC has been redesigned to handle large hub-and-spoke scenarios. When at least one domain controller in a site is running Windows Server 2003, random initial balancing of connections is performed by the KCC among all available bridgehead servers in a site, rather than limiting the selection to one bridgehead server per domain. When the KCC is managing bridgehead server selection in such a site, the selection of multiple bridgehead servers is performed by the ISTG.
Preferred Bridgehead Servers

A domain controller must have knowledge of the replication partners that are available for intersite replication. The ISTG generates a list of bridgehead servers according to the preferred bridgehead server list in the site. If a Preferred Bridgehead Server list exists, all bridgehead servers on the list will be used. If no Preferred Bridgehead Server list exists, all domain controllers in the site will be used. If the Preferred Bridgehead Server list exists but does not contain a server for each domain directory partition in the site, the Preferred Bridgehead Server list is not configured properly. This type of misconfiguration of the Preferred Bridgehead Server list can result in replication failure between the two sites for any missing domain. In this case, the Preferred Bridgehead Server list is ignored for domains that are not represented in the list and any domain controller for the missing domain in the site can be used as a bridgehead server. If inbound connection objects are created in the site, the ISTG uses a randomized algorithm to create them among the available or potential bridgehead servers. When the ISTG generates a new connection, it applies this bridgehead selection algorithm to both ends of the connection. It picks a random bridgehead server from the available servers in this site for the inbound end, and it picks a remote bridgehead server randomly in the from-server site for the fromServer attribute on the inbound connection.
Note that unbalanced outbound connections are more serious than unbalanced inbound connections because inbound replication responses are queued and processed serially, but outbound replication requests are parallel threads, which can overwhelm a bridgehead server.

Default KCC Scenarios

Default KCC load balancing behavior is termed “initial load balancing” because it is not dynamic. The KCC assigns the connections among the available bridgehead servers and does not check that the bridgehead server connections are in a symmetric balance and does not reassign existing connections to other bridgehead servers as the environment changes. Figure 3.11 shows two bridgehead servers that are evenly balanced among the four branch sites. In the following series of diagrams, two-way arrows indicate two one-way connections between domain controller pairs. Site links are assumed between the hub site and all branch sites.
Figure 3.11   Well-Balanced Initial Connections by the KCC
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If a branch site is removed from the environment, the KCC will delete the connection object(s) from the data center site and will not redistribute the load across the remaining bridgehead servers. In this case, the KCC checks the topology after the domain controller is removed and ignores the site when generating the replication topology. Figure 3.12 shows the removal of a branch site domain controller with no effect on the existing remaining connections.
Figure 3.12  Unchanged Initial Connections When a Branch Site is Removed
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Beginning with the topology shown in Figure 3.11, earlier in this chapter, if the hub site grows and another domain controller is added to it and is defined as a bridgehead server, the ISTG adds this server to the intersite topology and will use the load balancing algorithm to add any new connections to the new bridgehead server to build a balanced replication topology. It will not, however, redistribute existing connections to the new bridgehead server. As shown in Figure 3.13, if you add BHDC3 to the Data-Center-Site, the ISTG in the hub site will create a connection randomly for one of the four branch sites without changing the existing connections from BHDC1 and BHDC2.

Figure 3.13   Unchanged Initial Connections When a New Bridgehead Server is Added to the Hub Site
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During the generation of the additional connection object, the ISTG in the hub site must handle more work because of the creation of the connection object itself and the additional FRS vvjoins.

If the ISTG role is moved from one bridgehead server to another, the new ISTG makes no changes to the existing topology. All settings will remain in the current state. If one of the previously described scenarios occurs, the new ISTG will maintain the topology. 

KCC Schedule Hashing

Hashing can be enabled as a feature by itself, or is obtained automatically as part of redundant mode(a method of diminishing the effects of FRS vvjoins that is discussed later in this chapter). When schedule hashing is enabled, the KCC calculates the interval offset randomly, but the interval is repeatable so that it does not keep changing each time the KCC runs. Hashing spreads the starting quarter for all connections, thus reducing the load on the hub servers. The KCC does the hashing automatically, and recalculates as needed if the site link parameters change.

For information about using redundant mode, see “Handling Replication Failure” later in this chapter.

ADLB

Whereas KCC default load balancing is not dynamic, the ADLB utility makes it possible to dynamically redistribute the connections on bridgehead servers. This program works independently of the KCC and does not interrupt the work of the KCC. KCC load balancing and ADLB can interact together. ADLB uses the connections that are created by the KCC and will not move connections that are manually created. However, manual connections are factored into the load balancing equations that ADLB uses.
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Note

A new version of ADLB is available for download with this guide. Make sure that you use this version when performing the procedures outlined here.

The major difference between the KCC initial load balancing and how ADLB works is that the KCC is limited to making modifications only in its home site, but ADLB modifies connections across site borders. ADLB modifies inbound and outbound connections on eligible bridgehead servers independent of sites, and also offers schedule staggering for outbound connections. Inbound connections are not subject to schedule staggering because they are serialized. When schedule staggering is used, ADLB needs current information to calculate the new replication schedule. The Intersite Messaging service delivers information about topology and replication settings. Those settings are used by ADLB to plan schedule staggering. The planning process for schedule staggering works like KCC load balancing. ADLB does not move a connection across site boundaries. Any connection that replicated between a pair of sites will continue to replicate between the same pair of sites.

ALDB Load Balancing

When the ADLB runs, it must execute three steps:

1. Gather information.

2. Allocate resources.

3. Write changes.

Gather information

ADLB must first query an LDAP server to get all the information it requires to proceed. Therefore, it has to query for the following information:

· List of sites

· List of all servers per site 

· List of server NTDS settings objects in the forest

· List of outbound connections per site

· List of inbound connections per site

Allocate resources

ADLB must first determine the available resources that need load balancing. The search starts in the source site and generates a list of bridgehead servers in the same way that the KCC generates the list (see “Default KCC Initial Load Balancing” earlier in this chapter). After finishing, ADLB builds a list of bridgehead servers site by site. If there is no bridgehead server for a particular directory partition in a site, an error message will be written in the log file. 
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Note

The error message is informational only and can be ignored if you do not want to configure a preferred bridgehead server for a particular directory partition.

To determine what servers are under an appropriate load and what servers can host more connections, ADLB assumes the same load per connection on a server. It is assumed that global catalog servers have a higher load than regular domain controllers.

After the domain controllers have been selected, the inbound connections are evenly spread over the available bridgehead servers and duplicate connections are eliminated. ADLB does not eliminate the duplicate connections by deleting them. Rather, it eliminates them where possible by moving them to a different bridgehead server. When moving the connections is not possible, duplicates will remain, in which case the KCC removes the connections the next time it runs. Because ADLB does not preempt KCC activities, the connections can still be managed by the KCC.
To spread the outgoing connections, ADLB modifies the fromServer attribute on the connection object.

Write changes

After the new values have been generated, the changes are written to the appropriate attributes by means of LDAP.

ADLB Schedule Staggering

An availability schedule is the transitive intersection of all site links that are required to connect two sites in a given direction. If the lowest cost route between the two sites is a single site link (the common case), the availability schedule will be the same as the site link schedule itself. The availability schedule associated with a connection object is the same as the availability schedule associated with the sites connected by the connection object.

If any server has two or more outbound connections with overlapping availability schedules, ADLB can provide some schedule staggering. ADLB builds different time slices within each availability schedule window. It computes new replication schedules to balance the number of replications that commence in each availability schedule window. Figure 3.14 shows ADLB schedule staggering. 
Figure 3.14   Schedule Staggering in ADLB 
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In this example, both site links use the same settings and are configured to start at the same time. According to the schedule, replication cycles start at 0:00 a.m. and 4:00 a.m. between BHDC1 and both branch domain controllers. ADLB modifies the connection objects so that the replication cycle for BranchDC002 starts with an offset of 15 minutes, between 0:16 a.m. and 0:30 a.m. The subsequent cycle connections are rescheduled to start between 4:16 a.m. and 4:30 a.m.
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Note

ADLB schedule staggering requires that Intersite Messaging is enabled.
Using ADLB

ADLB is a tool that you use to optimize your intersite replication. As soon as you begin your deployment, you can start using ADLB to keep your intersite replication optimized as you continue to add more sites. Use ADLB to optimize your site replication whenever your environment is changing, such as during the deployment process. After you are finished making all of the changes, however, you should stop using ADLB on a daily basis and run it only as needed. For example, during deployment operations, set up a scheduled task to run ADLB once a day. After you have finished the deployment, remove the task from the schedule.

ADLB is designed to balance connections each time it is run. One of the parameters it uses defines the number of connections it can move each time it runs. The default setting is 10 connections at a time, to avoid possible FRS synchronization problems. Depending on the number of connections in the site, ADLB must be run multiple times to balance all connections. For this reason, it is recommended that you schedule a task to run ADLB once a day during deployment operations. During this time, the replication environment will be changing, and running ADLB daily will help keep the environment closer to a balanced state. 

While ADLB is being run on a daily basis during deployment operations, it might create temporary duplicate connections that might result in a temporary loss of redundant connections between the hub site and the branch site being balanced. These duplicate connections will be automatically moved as ADLB gradually moves the environment to a balanced state. After the deployment operation is complete and the changes in the environment stop, you will need to run ADLB only if a change is made.

Connection Object Load Balancing

Because of the ADLB limit of 10 changes in a given run, if there are 100 changes to be made, you must continue to run ADLB for 10 attempts to receive the maximum effect. You can stop running ADLB at any time and the KCC will maintain the existing topology from that point on.

It is possible to modify the number of changes that ADLB makes on each server each time it is run. Using the /maxperserver:<mps> option when starting ADLB modifies the default to the value in mps. It is possible to completely remove the limit by setting the option to zero. However, be aware that removing this limit or setting the limit to a large number might result in delays to Active Directory replication and to FRS replication. Using a value larger than 10 is not recommended for FRS replication. 

It is also possible to individually control the number changes made either during load balancing or schedule staggering. Using the /maxbridge:<n> option when starting ADLB allows you to specify the maximum number of connection objects that are modified during load balancing. Using the /maxsched:<m> option allows you to control the number of schedules that are modified during schedule staggering. 

Schedule Staggering

ADLB takes control of the schedules on connection objects, at which point they are no longer managed by the KCC. Therefore, when you use ADLB, the KCC no longer synchronizes the connection schedule with the settings on the site link. Instead, ADLB calculates new schedules for the connections. ADLB runs from the perspective of a hub site. It calculates the schedules on the inbound connections on bridgehead servers in other partner sites to vary their starting times, thereby minimizing the outbound replication load on the hub site bridgehead servers. ADLB uses the site link availability schedule and replication interval, but calculates the interval offset in an optimized manner, which algorithmically minimizes the load on the hub domain controller in the best way possible. Once ADLB schedule staggering is started, it must continue to run to keep the connections synchronized with the site links. 
It is possible to return ownership of the connection object schedules to the KCC if you want to go back to KCC management, but it must be done by running ADLB with specific parameters. Control of the schedules will not be returned to the KCC automatically.

Note that after you start using ADLB, you should continue to use it to maintain your replication schedules. After ADLB has been used and takes ownership of the schedules, the KCC will ignore those schedules. If the KCC creates new connection objects and ADLB is not run again, you will be in a state where the KCC owns some of the schedules and ADLB owns the rest. ADLB and the KCC do not interact with each other so they will both schedule replication using their own criteria and without any coordination. The result can be conflicting replication schedules, which defeats the purpose of schedule staggering. 
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Note

It is not recommended that you use ADLB for schedule staggering if you are running in redundant mode. Doing so can result in the creation of unnecessary connection objects and conflicts in the replication schedules. ADLB can still be used for load balancing. For information about using redundant mode, see “Handling Replication Failure” later in this chapter.
Preview Mode

ADLB provides the option to redirect the changes it would make to a log file instead of actually performing the changes. This option makes it possible for you to review the changes before they are actually made. Using the /preview:{<pw.ldf>} option when you start ADLB instructs ADLB to write the changes to the specified file. Because the file it creates is written in the ldif format, you can use Ldifde.exe to write the changes to the server after reviewing the changes.

Loading Report

Using ADLB, it is possible to create a report that lists the number of connections that replicate into a site for each directory partition and the number of directory partitions being replicated to each server. The report is referred to as the ADLB loading report. Using the /preimbalance and /postimbalance options when ADLB is started, you can create the loading reports. These reports are written to a different log file each day of the week so that you can track the connections on a daily basis.

For more information about ADLB options and how to use them, see the Help information that accompanies the tool.

Handling Replication Failure

Replication can fail for a number of reasons. The most common causes are insufficient time to complete the replication operation and poor connections between domain controllers. These problems can result in client replication requests timing out and spilling over into the next replication interval, increasing the potential load for the next interval. If the same problem occurs during the next interval, the request might time out again. If this process continues, complete replication failure can result between replication partners because replication requests are never serviced. 

If the WAN links that connect the branch offices to the hub site are of poor quality, connections might fail so often that replication never has a chance to be completed. Such failures can cause dropped connections while replication is taking place or connections not being available while the scheduled replication window is open.

When a connection fails, the KCC attempts to reestablish a replication path with a given site by creating a new connection object. Whenever a new connection object is created, FRS performs a vvjoin operation with its new replication partner while they synchronize their SYSVOL replication. Vvjoin is a CPU-intensive operation that can impact the performance of the server as well as generate replication traffic. If there are a high number of connection failures causing the KCC to create new connection objects frequently, the vvjoin operations can seriously affect server performance.

This problem can also be caused by the addition of new domain controllers. In a multiple-branch-office environment, it might be necessary to install a new bridgehead server to help meet increased replication requirements for the hub site. During the installation process, the KCC creates new connection objects on the new bridgehead server, resulting in FRS vvjoin operations taking place for every new connection object. It is recommended that no more than 10 vvjoin operations occur on a bridgehead server at one time.
Redundant Mode

Redundant mode is a new feature that has been introduced in Windows Server 2003 to help solve the performance problem caused by vvjoin operations. In redundant mode, redundant connections are created between sites before a failure takes place. Then, if a failure does occur, rather than creating a new connection object, the KCC can continue to use the redundant connection while waiting for the first connection to become available again. By reducing the occurrences of connection object creation, the number of attempted vvjoins is reduced. 

In a standard scenario, the KCC creates one-way, inbound connection objects on the domain controllers in the branches and the bridgehead servers in the Data-Center-Site. Figure 3.15 shows three bridgehead servers, each replicating with one of three branch sites. This diagram shows the one-way, inbound connections for each domain controller pair. Site links are assumed between the hub site and all branch sites.
Figure 3.15   Standard KCC Connections in a Branch Environment
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Redundant mode is implemented by disabling the following two KCC functions:

· KCC failover, which generates new connection objects on new bridgehead servers.

· Automatic detection of failed connections, which generates new connections when existing connections fail.

The option that disables KCC failover also enables redundant mode. This option must be set for each site. Use the following Repadmin command to stop the KCC from generating new connection objects and to enable redundant mode in a site:

Repadmin /siteoptions /site:<SiteName> + IS_REDUNDANT_SERVER_TOPOLOGY_ENABLED
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Note

When the IS_REDUNDANT_SERVER_TOPOLOGY_ENABLED option is enabled, KCC schedule hashing is automatically enabled.

Redundant mode will not take effect until you also disable the automatic detection of failed connections in the sites. Use the following Repadmin command to disable automatic detection for each site:

Repadmin /siteoptions /site:<SiteName> + IS_TOPL_DETECT_STALE_DISABLED

Note that both Repadmin settings are required to enable redundant mode.

After the KCC switches to redundant mode, the additional connection objects will be generated. For example, Figure 3.16 shows sites running in redundant mode. Notice that each bridgehead server in the data center has redundant connections to and from an additional server in one of the branches. In the following series of diagrams, two-way arrows indicate two one-way connections between domain controller pairs. Site links are assumed between the hub site and all branch sites.
Figure 3.16  Branch 1, Branch 2, and Branch 3 Connections in Redundant Mode
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Figure 3.17 shows how the replication topology is affected when BHDC2 in the Data-Center-Site becomes unavailable. The KCC does not perform automatic failover and does not eliminate the failed connection object. Replication continues on the redundant connection from BHDC3 as if nothing has happened.

Figure 3.17   Replication When One Bridgehead Server Fails

[image: image34.png]Data-Center-Site]

BHDCL

Domain Cantraller]

Domain Cantraller]

Domain Cantraller]





If BHDC3 also fails, Branch 2 can no longer maintain a connection to the Data-Center-Site and no new connections are created. Figure 3.18 shows how the replication topology is affected when two bridgehead servers in the hub site fail.
Figure 3.18   Failure of Two Bridgehead Servers in the Hub-Site
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In the case of removing a domain controller by running the Active Directory Installation Wizard, the KCC automatically switches the connection objects to other bridgehead servers. Assuming that BHDC2 will be demoted, the KCC transfers the connection objects to the other bridgehead servers. Figure 3.19 illustrates the replication topology after a bridgehead server in the hub site is demoted by using the Active Directory Installation Wizard.
Figure 3.19   Demotion of a Bridgehead Server in the Hub-Site
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When using two connection objects, there is the possibility of splitting the replication between two different bridgehead servers. In this case, when you plan four hours for replication, two hours of the replication window are used by the first bridgehead server and the remaining two hours are used by the other bridgehead server. This means of schedule staggering is not compatible with ADLB staggering, as mentioned earlier.

Schedule Staggering with Redundant Mode

Redundant mode is a sitewide option. If this option is enabled in a site, the KCC creates two separate connection objects where it would otherwise create one. If you place at least two bridgehead servers in the data center, each domain controller in the branch sites creates a connection object from both bridgehead servers in the hub site. Because there are two existing connection objects between the same pair of sites, schedule staggering should not be implemented on a per-server basis (as ADLB does). The KCC schedule staggering mode, which is enabled when you enable redundant mode, is better suited for redundant mode. Figure 3.20 shows schedule staggering when redundant mode is in effect.
Figure 3.20   Schedule Staggering with Redundant Mode
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In Figure 3.20, each of the domain controllers in the branch sites has connections to and from both of the bridgehead servers in the Data-Center-Site, and vice versa. Because redundant mode is being used and two sets of connection objects have been created, replication will occur over both of them. Replication between BHDC1 and BranchDC001 over the first connection (solid line, indicating two one-way connection objects) and between BHDC2 and BranchDC001 over the second connection (dotted line, indicating two one-way connection objects) is split into two parts. Within each 240-minute replication interval, BranchDC001 and BranchDC002 are each updated by both BHDC1 and BHDC2, and vice versa. Staggering also causes the replication from BranchDC002 to BHDC1 and BHDC2 to be subject to a 15-minute delay.
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Important

Because of the schedule staggering capabilities in redundant mode, never use ADLB schedule staggering in combination with this option. Doing so can cause redundant replications to occur that generate unnecessary replication traffic.

RPC Time-Outs

One way that the KCC determines that a connection has failed is when an RPC time-out occurs. The RPC timeout is the amount of time that the RPC service will wait for a response before it considers the connection to have failed. In the Windows 2000 Server family, the default setting is 45 minutes. Although this default period allows RPC to work in environments with unreliable connections, it also causes replication problems because it takes so long to detect a failure. The default RPC time-out in Windows Server 2003 is 5 minutes. This default works much better on average, but might occasionally cause inability to complete an RPC call over an unreliable line. 

Event ID 1232 indicates that Active Directory attempted to perform an RPC call to the specified server, but the call timed out and was canceled. A high number of 1232 errors indicates that you have problems with your physical lines. You use the following command to test the quality of a line:

Ping -n 32 -l 8096 <hostname>
It is possible to change the default timeout setting through the registry. The registry entry that controls this time-out is RPC Replication Timeout (mins) under
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\NTDS\Parameters
Type: REG_DWORD

Default value: 5 minutes
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Caution

Changing this registry setting might cause replication to stall and hang, resulting in a delay for this elongated period before the next call can be made. This might potentially delay the timely processing of other inbound replication requests, which is a single-threaded serialized operation.

You might also see Event ID 1308, which indicates that the KCC has detected that successive attempts to replicate with a specified domain controller have consistently failed.

Bridgehead Server Overload

Overloading a bridgehead server can cause replication to fail because the domain controller does not have sufficient time to complete the replication requests being sent. Bridgehead servers represent points of contact within a site for replication partners in other sites. Make sure that you are aware of the load being put on these domain controllers to prevent overloading them. Both inbound and outbound traffic must be taken into consideration.
Inbound Overload

Inbound overloading occurs when a bridgehead server is trying to replicate (pull) changes from more branch office sites than it can handle. As the bridgehead attempts replication, the queue will begin to grow because it does not have time to service all the requests before a new cycle begins. As this situation progresses, more requests are added to the queue that are higher priority and they are placed in the queue ahead of the lower priority items. An overload condition exists if there are items in the queue that are never serviced because higher priority items are always being placed in front of them.

Two tools that you can use to detect this situation are Repadmin and ADLB. Repadmin can be run using the /queue option to check the size of the queue. This command should be run while the replication schedule is closed so that you can check to see if the queue is empty. If the result never reaches zero, the bridgehead server is overloaded. ADLB can be used to generate a loading report.

Inbound overload can be addressed by extending the replication availability schedule to give replication more time, provided you have the available bandwidth to accommodate the extra replication time. If your environment has not been load balanced, ADLB might be able to redistribute connections to reduce the load on some domain controllers. If your environment has been growing, it might be necessary to add more bridgehead servers to accommodate the additional load. 

For FRS replication, the inbound connections must be monitored for steady backlog growth. For more information about monitoring, see Chapter 6, “Monitoring Active Directory in a Branch Office Environment” in the Planning portion of this guide.

Outbound Overload

Outbound overload occurs when too many branch office domain controllers are attempting to pull changes from a hub site bridgehead server at the same time. This situation can occur in two ways:

· The connection objects are unbalanced and too many of them point to a single bridgehead server.

· The replication schedule is too aggressive so that replication is never finishing. 
You can monitor for outbound replication overload by watching the event logs on domain controllers that are replicating with the overloaded hub site bridgehead server. Look for Event ID 8587, which indicates that the thread limit for a request was exceeded.

Outbound overload can be addressed by using the same methods you use for inbound overload (extend the availability schedule or use ADLB to rebalance connections within the site). In addition, switching to redundant mode might solve the problem by evening out the scheduling with KCC schedule hashing. 

For FRS replication, the outbound connections on the bridgehead servers must be monitored for increased backlog.

Disconnected Domain Controllers

When replication problems occur, the KCC will make its best effort to keep replication functioning. If replication starts to fall behind, the KCC will attempt to get it back on schedule. If the problems are too severe, a domain controller might begin to drop replication requests and get further and further out of synchronization with its partners. Regardless of the reason for the replication problem, if a domain controller experiences problems that prevent replication for an extended period, it will eventually need to be considered disconnected; that is, offline too long to be included in the replication topology. In this case, the domain controller needs to be quarantined, or isolated from its partners to prevent replication.
The amount of time a domain controller can be safely disconnected is based on a period of time called the tombstone lifetime. Deleted objects are retained as tombstones by Active Directory for a period following their deletion. The default lifetime of tombstone objects is 60 days, after which the tombstone is permanently removed from the directory, leaving no trace of the object. If you attempt to reconnect a domain controller that has been disconnected for an extended period of time, it is possible that the reconnected domain controller contains objects that have been deleted from Active Directory and their tombstones removed since that domain controller last replicated successfully. In this case, you might begin to see Event ID 2042, which indicates that Active Directory cannot replicate with this server because the time since the last replication with this server has exceeded the tombstone lifetime. This error is an indication that the domain controller has been disconnected so long that a tombstone lifetime has passed, making it unsafe to reconnect. At this point the domain controller must be quarantined until the situation can be resolved.
Lingering Objects

If a domain controller remains disconnected for longer than a tombstone lifetime, an object that has been deleted from the directory but remains on the disconnected domain controller is called a “lingering object.”

Lingering objects can occur in the following circumstances:

· A domain controller goes offline just prior to or immediately following the deletion of an object on another domain controller but prior to receiving replication of the tombstone, and remains offline for a period that exceeds the tombstone lifetime of that deleted object.

· A domain controller goes offline, an object is deleted on that domain controller, and the object tombstone is removed by garbage collection on that domain controller prior to the domain controller being reconnected to replication.

In the latter case, an object exists on all domain controllers in the domain (for a domain-specific object) or forest (for a configuration or schema object) except the reconnected domain controller. In this case, the remedy is simply to delete the object on any writable domain controller. Replication by the re-connected domain controller would accomplish this deletion.

However, in the first case, if the domain controller is then reconnected to the replication topology, one or more objects that exist nowhere else in the forest remain on the domain controller and potentially can be reintroduced into the directory. 

Strict Replication Consistency

The default behavior for domain controllers that are running Windows Server 2003 is that a domain controllers that has a lingering object is not allowed to replicate.

Strict replication consistency is a default registry setting under HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\NTDS\Parameters. This setting ensures that replication of objects that do not exist on destination domain controllers does not occur. Disabling this setting results in loose replication consistency, which allows updates to deleted objects to go forward, resulting in reintroducing the objects into the directory. Loose replication consistency is the default setting for domain controllers that are running Windows 2000 Server with SP3 or later. The Windows 2000 Server default is not changed by upgrading to Windows Server 2003; that is, strict replication consistency remains disabled and replication is allowed to proceed. You must change the setting manually following the upgrade. 
Quarantined Domain Controllers

Servers are quarantined when a lingering object is detected or when a domain controller has not replicated successfully for longer than a tombstone lifetime. When a domain controller is quarantined, replication to and from it is stopped. 
The need to quarantine a domain controller for being disconnected applies to any domain controller that is disconnected, for any reason, for a period equal to or longer than the tombstone lifetime. The disconnection can be the result of replication problems, being unplugged from the network, or it can be the result of something like shipping a new branch office domain controller from the staging area to its branch office location and then failing to connect it right away. A security problem occurs when lingering objects are security principals. In addition, if every server in the forest is not using strict replication consistency, future changes to this object (which exists on only a single domain controller) might cause it to be reintroduced into the forest. To prevent this dangerous situation, the replication protocol automatically quarantines servers that have not replicated in a tombstone lifetime. No updates will automatically replicate to or from quarantined servers.
For more information about strict and loose replication consistency, tombstones, tombstone lifetime, and lingering objects, see “How the Active Directory Replication Model Works” in the Windows Server 2003 Technical Reference on the Web at http://go.microsoft.com/fwlink/?LinkID=27636.
Boosting Replication Performance

Besides adjusting schedules and using load balancing, there are a few new features in Windows Server 2003 that you can use to improve replication performance. They include:

· LVR Replication

· Intersite Replication Compression

Linked-Value Replication

Attributes of certain objects can be linked in the directory database to attributes of other objects. For example, a user object can be a member of a group and a group can have users and groups as members. Linked-value replication, or LVR, affects the way in which updates to this type of object replicate.
In the Windows 2000 Server family, the smallest unit of data that can be replicated is an attribute. In the case of multivalued attributes, a change to one value of the multivalue prompts replication of the entire attribute, including all the unchanged values as well. This condition of replication can cause lost updates in the case of multiple updates to the same multivalued attribute. 

When the forest functional level is Windows Server 2003 or Windows Server 2003 interim, individual values of linked, multivalued attributes are replicated separately. Replicating only the updated value, rather than the entire attribute, eliminates the problem of having to replicate very large group memberships each time one member value changes. It also effectively eliminates the chance that an update is lost because separate updates occurred to the same attribute during the same period of replication latency.
Intersite Replication Compression
On domain controllers that are running Windows Server 2003, the compression ratio is comparable to the Windows 2000 Server family, but the processing speed is increased. This lowers the workload on the bridgehead servers, but increases the load on the network.
For slow WAN links (<= 64 kbps) it is recommended that you use the Windows 2000 algorithm. This algorithm generates more calculation effort on the bridgehead server but lowers the traffic on the network. It is also possible to change the compression range so that it will use more or less compression. The compression algorithm is controlled by registry entries under HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\NTDS\Parameters, as shown in Table 3.5:
Table 3.5   Registry Settings for Replication Compression

	Registry Entry
	Type
	Default Value
	Notes

	Replication compression algorithm
	REG_DWORD
	3 
	The default value of 3 means that the Windows Server 2003 compression algorithm is used. The value 2 switches the compression algorithm to Windows 2000 mode, which is recommended for a bandwidth <= 64 Kbps. Note that it is not recommended to switch to the Windows 2000 compatible mode if a bridgehead servers runs under heavy load (CPU usage > = 80%).

	Replication compression level
	REG_DWORD
	3
	A value of 0 means no compression and a value of 9 means highest compression. The default value is 3 and should not be changed.


Recommendations For Deploying FRS

Different types of schedule staggering are available. As a general rule, you can plan the use of the different mechanisms in the follow scenarios:

· If the number of sites is less than or equal to 50, use the default settings. No additional settings should be necessary.

· If the number of sites is greater than 50 and less than or equal to 200, do not enable redundant mode. Use the ADLB tool supplied with this guide for load balancing and schedule staggering.

· If the number of sites exceeds 200, enable redundant mode. Note that you have to plan an appropriate number of bridgehead servers in the hub site. To ensure well-balanced connections among the bridgehead servers, use ADLB only for load balancing. Do not use ADLB schedule staggering while using the KCC redundant mode.
FRS Performance Guidelines

The following recommendations can improve FRS performance:

· Host SYSVOL on a separate volume of its own so that FRS does not have to process other changes in the journal that are non-SYSVOL related.

· Increase the staging directory size depending on the size of the data to be replicated. For more information about configuring staging space, see article Q329491, “Configuring Correct Staging Area Space for Replica Sets” in the Microsoft Knowledge Base on the Web at http://go.microsoft.com/fwlink/?LinkID=4441.
· Monitor external applications such as antivirus software and disk defragmenters to ensure that they do not produce a replication storm by touching all files in SYSVOL. For more information about non-Microsoft applications that interoperate with FRS, see article Q815263, “Antivirus, Backup, and Disk Optimization Programs That Are Compatible with the File Replication Service” in the Microsoft Knowledge Base on the Web at http://go.microsoft.com/fwlink/?LinkID=4441.
· Monitor for file locks causing FRS to encounter sharing violations. This condition will cause FRS to continually retry the install operation. An FRS monitoring tool, such as Ultrasound, can detect file locks. Ultrasound is discussed in Chapter 6, “Monitoring Active Directory in a Branch Office Environment” in the Planning portion of this guide.

FRS Deployment Planning Guidelines

The following are best practices for FRS prior to starting the branch office deployment phase:

· Understand FRS, its dependencies, its conflict resolution, its limitations, and environmental factors that prevent it from replicating. FRS is not recommended for scenarios where the rate of change is excessive, or where the number of files is several hundreds of thousands, scaling to terabytes of data.
· Make decisions based on your environment. Choose appropriate hardware or upgrade, and choose the location for staging, the size of staging, the size of USN journal, and so on, based on your environment.

· Understand the recovery times and test the recovery scenarios for the topology and network. Use these tests to determine what fallback measures can be put in place to have minimal effect on users.

· For a branch office deployment, test a small-scale branch office deployment end-to-end, from building the forest root to having the branch office completely functional.

· Test the time for a single domain controller to perform a vvjoin when in staging (when the domain controller is promoted) and when in the branch office (when SYSVOL already exists but handshake must occur across the WAN link for synchronization). Measure the time it takes for SYSVOL to become available on the network (look for Event ID 13516).

· Test the time for multiple joins to join simultaneously from a single bridgehead server. Increase the number of servers to determine the point where the bridgehead becomes overloaded.

For example, Table 3.6 shows sample criteria that were used to calculate the time required to restore a deleted SYSVOL from a backup version using a staged recovery process (as described in article Q315457, “How to Rebuild SYSVOL and Its Content in a Domain” in the Microsoft Knowledge Base on the Web at http://go.microsoft.com/fwlink/?LinkID=4441).

Table 3.6   Example SYSVOL Transfer Criteria

	Transfer Criteria
	Value

	WAN link speed
	128 Kbps

	CPU
	700 MHz

	RAM
	512 MB

	Staging space
	Adequate

	Effective data transfer rate
	*2.5 KB per second

	Total data for transfer
	100 MB


*Proportional to the value calculated from the observed numbers shown later in this section, which was about 40 KB per second over a T1+ connection.

Using these very rough numbers, the raw synchronization time to transfer 100 MB between domain controllers is calculated as follows:

100 MB / 2.5 KBps = 40960 seconds = approx 11.3 hours

Because FRS on the source computer uses CPU, memory, and disk resources, the FRS recommendation is to perform a staged recovery on no more than 10 branch office domain controllers at a time per source hub domain controller. If a single domain controller functions as the source for more than 10 destination domain controllers, performance on the source domain controller can decrease significantly. By these standards, recovery estimates for branch domain controllers is approximately 20 per hub domain controller per day. Assuming a topology that includes 10 bridgehead servers and 1,200 branch office domain controllers, the estimate for network synchronization time is approximately 12 days to replicate the SYSVOL data from the hub site to the branch offices.

In addition to data transfer time, the total estimate is affected by additional processes such as:

· Time to detect the problem and decide to perform a recovery.

· Time to transfer 100 MB of data to all domain controllers in the hub site.

In addition to the network transfer limitations, another potential issue is that the per-file metadata that FRS-1 holds in memory during vvjoin might be as high as 2 KB per file per connection. This in-memory data could become an issue as the number of files and connections increases, especially if the servers have a large number of partners and do not have large amounts of physical memory. This calculation also assumes that FRS is not limited by CPU or disk space, and focuses only on the network limitation.

These numbers are all theoretical and their data rates will vary significantly based on a variety of factors, such as total data, rate of change in SYSVOL, link speeds, CPU and memory relationships, disk speeds, staging space, connection schedule, and topology.

FRS Operational Guidelines

After FRS has been deployed, use the following best practices for operating FRS:

· Proactively monitor FRS for any potential issues, particularly increasing backlog, continuous sharing violations, and excessive replication, using the Ultrasound monitoring tool.

·  Actively monitor FRS after ADLB is run to ensure that FRS is able to synchronize on the new connections.

· Do not manually copy files around and act as the replicator. This can lead to morphing conditions and inconsistent data.

· Enforce a change control mechanism that is least risky and meets the needs of your business. For example, if no changes are made at the branch and changes at the data center can be queued, enforce this decision and do not allow exceptions.

· Have scheduled backups and testing of restore from backups to ensure that the backup copies are valid.
Additional Information

Resources on the Web

The following resources contain additional information that is related to this chapter.

· “Windows 2000 DNS White Paper” at http://go.microsoft.com/fwlink/?LinkId=19810.

· “Microsoft® Windows Server™ 2003 Deployment Kit” at http://go.microsoft.com/fwlink/?linkID=18370.

· “Windows Server 2003 Active Directory Technical Reference” at http://go.microsoft.com/fwlink/?LinkID=18540.

· “Active Directory Replication Technologies” in the Windows Server 2003 Technical Reference at http://go.microsoft.com/fwlink/?linkID=27593

· “Active Directory Replication Topology Technical Reference” in the Windows Server 2003 Technical Reference on the Web at http://go.microsoft.com/fwlink/?linkID=27912.

· “FRS Technical Reference” in the Windows Server 2003 Technical Reference on the Web at http://go.microsoft.com/fwlink/?linkID=27595.

· For more information about file server deployments, see “Designing and Deploying File Servers” in Planning Server Deployments in the Windows Server 2003 Deployment Kit at http://go.microsoft.com/fwlink??LinkID=27928. 

· For more information about print server deployments, see “Designing and Deploying Print Servers” in Planning Server Deployments in the Windows Server 2003 Deployment Kit at http://go.microsoft.com/fwlink?LinkID=28522.

· For more information about topics discussed in this chapter, see the following articles in the “Microsoft Knowledge Base” on the Web at http://go.microsoft.com/fwlink/?LinkId=4441:

· 241789, “How to Disable the Requirement that a Global Catalog Server Be Available to Validate User Logons”

· 223346, “FSMO Placement and Optimization on Windows 2000 Domain Controllers”

Publications

· Microsoft Corporation. Microsoft® Windows Server™ 2003 Deployment Kit. Redmond, (Microsoft Press, 2003.)
· Microsoft Corporation. Microsoft® Windows®  2000 Server Resource Kit. Redmond, (Microsoft Press, 2000.)

































































































































































































































